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Abstract—Collaborative playlist tools usually compare 

complete song lists, even though users only need the songs they 

share. This paper implements a two-party Private Set Intersection 

(PSI) protocol that applies commutative Diffie-Hellman 

exponentiation to domain-separated hashes of canonical song 

identifiers. Alice and Bob exchange shuffled, fixed-width group 

elements. They recover the intersection without sending their 

unmatched identifiers, although message lengths and the final 

intersection remain visible. The prototype uses the 2048-bit and 

3072-bit MODP groups from RFC 3526 and compares them with 

clear-text and deterministic SHA-256 matching. The experiment 

contains 320 observations across playlist sizes of 50, 100, 500, and 

1,000 songs and four overlap ratios. Every run returned the exact 

intersection. For 1,000-song playlists at 25 percent overlap, the 

median runtime was 13.940 s for Group 14 and 29.084 s for Group 

15. The corresponding traffic was 753.7 KiB and 1128.7 KiB. A 

dictionary containing the complete 50,000-song universe 

recovered every deterministic hash. The same direct equality test 

recovered no song identifier from the exponent-blinded messages. 

The measurements show the privacy, runtime, and bandwidth 

consequences of this design. 

Keywords—Private Set Intersection; Diffie-Hellman; playlist 

privacy; dictionary attack; privacy-preserving computation 

I.  INTRODUCTION 

A listening history can expose more than musical preference. 
It may reveal a user's language, religion, daily routines, social 
relationships, and changes in mood. At the same time, two users 
may still want to identify common songs, for example to build a 
collaborative playlist. Sending both complete listening histories 
would solve the matching problem, but it would also disclose 
every song that does not appear in the final match. The required 
computation is narrower: given two private sets (A) and (B), the 
system should return 𝐴 ∩ 𝐵 without revealing (A - B) or (B - A). 

Private Set Intersection (PSI) addresses this problem by 
allowing two parties to compute the intersection of their private 
sets while limiting the disclosure of nonmatching elements. 
Existing PSI constructions have been built using public-key 
encryption, oblivious transfer, garbled circuits, and oblivious 
pseudorandom functions. This paper focuses on a smaller 
commutative Diffie-Hellman-based construction because its 
equality test is visible in the algebra and can be implemented 

directly using Python's modular exponentiation. The protocol 
studied in this paper is therefore intended as an experimental and 
educational construction, not as a production-ready PSI library. 

This paper experimentally evaluates a commutative Diffie-
Hellman Private Set Intersection protocol for matching playlist 
identifiers while reducing unnecessary disclosure of listening 
histories. The specific objectives of this paper are to (1) design 
a complete PSI message flow that includes canonicalization, 
hash-to-group mapping, shuffling, and fixed-width serialization; 
(2) implement the protocol in Python and record the message 
lengths produced during each stage of the exchange; (3) 
compare the communication cost of clear text exchange, SHA-
256 hashing, and commutative Diffie-Hellman PSI using two 
RFC 3526 finite-field groups; and (4) measure the extent to 
which an observer can recover playlist identifiers through a 
dictionary test under each representation. The experiments are 
restricted to synthetic popularity-skewed playlists generated for 
this study, and no real user listening histories, third-party music 
accounts, or production playlist services are tested.  

II. BACKGROUND AND RELATED WORK 

A. Diffie-Hellman Commutativity 

Diffie and Hellman used exponentiation in a cyclic group to 
derive a shared secret over a public channel [1]. Let G be an 
order-q subgroup modulo a safe prime p, with generator g. For 
nonzero exponents a and b, the order of exponentiation does not 
matter. This paper uses that property for equality rather than key 
establishment. Equal identifiers remain equal after both 
exponents. Relating unequal identifiers requires solving the 
underlying group problem.  

 (𝐻(𝑥)𝑎)𝑏 = 𝐻(𝑥)𝑎𝑏 = (𝐻(𝑥)𝑏)𝑎 𝑚𝑜𝑑 𝑝 (1) 

B. Private Set Intersection 

Freedman, Nissim, and Pinkas constructed private matching 
and set-intersection protocols with homomorphic encryption [2]. 
De Cristofaro and Tsudik later described linear-complexity PSI 
protocols intended for practical use [3]. Higher-throughput 
systems often rely on oblivious-transfer extension or batched 
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oblivious pseudorandom functions [4], [7]. The implementation 
here is narrower. It keeps the group operations explicit and 
assumes semi-honest participants. 

C. Why Deterministic Hashing Is Insufficient 

SHA-256 is difficult to invert for an arbitrary input, but a 
song catalog is enumerable. An observer can hash known track 
identifiers and compare the results with a transcript. A shared 
salt does not stop a participant who knows that salt, while 
different salts prevent equality testing. Exponent blinding 
removes this public comparison value and restores equality only 
after both parties apply their secrets. 

III. THREAT MODEL AND PROTOCOL DESIGN 

A. Parties, Goals, and Leakage 

Alice and Bob are honest-but-curious: they follow the 
specified messages but may inspect received values. A passive 
network observer records all messages. The confidentiality goal 
is that protected messages contain no directly testable 
representation of non-intersection items. Both participants 
intentionally learn the intersection. The construction also leaks 
each set cardinality through message length, the intersection 
cardinality, selected group parameters, and timing. It does not 
prevent a participant from inserting a guessed song and learning 
whether that guess is in the other set; preventing such 
membership probing requires authentication, rate limits, policy, 
or malicious-secure PSI. 

B. Canonicalization and Hash-to-Group 

Each song is represented by a synthetic identifier rather than 
a title-artist string. The implementation applies Unicode NFKC 
normalization, trims whitespace, folds case, and removes 
duplicates while retaining the first occurrence. It hashes a 
protocol label together with the canonical UTF-8 identifier. If 
h(x) denotes that SHA-256 digest, the mapping is: 

 𝐻(𝑥) = 𝑔(ℎ(𝑥)𝑚𝑜𝑑(𝑞−1))+1𝑚𝑜𝑑𝑝 (2) 

C. Interactive Flow 

Alice samples a and sends the shuffled values 𝐻(𝑥)𝑎 for x in 

A. Bob sends 𝐻(𝑦)𝑏 for y in B, then raises Alice's values to b 
and returns them in the same shuffled order. Alice raises Bob's 
values to a, compares the two double-blinded sets, and uses her 
local shuffle map to identify the matches. She sends only the 
intersection to Bob. Each vector starts with a four-byte count 
followed by fixed-width unsigned group elements. 

 

Fig. 1. Message flow of the educational DH-PSI protocol. 

TABLE I.  THREAT MODEL AND DISCLOSED INFORMATION 

Observer Learns Does not directly learn 

Passive Set sizes; result message Protected non-matches 

Alice A, |B|, intersection B outside intersection 

Bob B, |A|, intersection A outside intersection 

Malicious Out of scope No security claim 

 

D. Correctness and Computational Complexity  

If x appears in both sets, Alice computes 𝐻(𝑥)𝑎𝑏 from Bob's 

value and receives the same 𝐻(𝑥)𝑎𝑏  when Bob reblinds hers. 
The equality test accepts x. Two different canonical identifiers 
match only if their hash-derived exponents collide modulo q. No 
such collision occurred in the tests. Sorting takes place after 
matching, so shuffling changes message order but not the result. 

For n = |A| and m = |B|, initial hashing and blinding require 
n + m hash-to-group exponentiations and n + m secret 
exponentiations. The second round requires another n + m secret 
exponentiations. Hash-table comparison is O(n + m) expected 
time and O(n + m) memory. Communication carries n elements 
from Alice, m elements from Bob, n double-blinded elements 
returned by Bob, and k clear identifiers for intersection size k. 
Ignoring four-byte list headers and the small JSON result, 
protected communication is (2n + m)L bytes, where L is 256 for 
Group 14 and 384 for Group 15 in this role assignment. 

 𝐶protected(𝑛, 𝑚) = (2𝑛 + 𝑚)𝐿 + 12 (3) 

E. Protocol Algorithm 

Alice keeps the mapping from shuffled tokens to her local 
identifiers. Bob returns Alice's vector in the received order, so 
she can recover the song attached to each matching double-
blinded value. Bob's own vector is shuffled independently. 

Algorithm: Diffie-Hellman PSI playlist matching 

Require: private sets A and B; group (p, q, g) 

Ensure: I = A intersection B 

1: Alice samples a; Bob samples b 

2: Alice sends shuffle({H(x)^a : x in A}) 

3: Bob sends shuffle({H(y)^b : y in B}) 

4: Bob returns {H(x)^(ab) : x in A} 
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5: Alice computes {H(y)^(ab) : y in B} 

6: Alice matches equal tokens and recovers local IDs 

7: Alice sends only I to Bob 

 

TABLE II.  PROTOCOL MESSAGES AND DIRECT LEAKAGE 

Message Direction Contents Direct leakage 

M1 Alice to Bob Shuffled H(x)^a |A| 

M2 Bob to Alice Shuffled H(y)^b |B| 

M3 Bob to Alice H(x)^(ab) |A| 

M4 Alice to Bob Clear intersection Result 

 

IV. IMPLEMENTATION AND EXPERIMENTAL DESIGN 

A. Implementation 

The prototype uses Python's standard library: hashlib for 
SHA-256, secrets for random exponents, and pow for modular 
exponentiation. Benchmark runs derive separate 256-bit 
exponents for Alice and Bob from labeled scenario seeds. The 
values are deterministic only inside the benchmark, which 
makes timing runs repeatable without using short exponents. 
The parser checks types, exponent ranges, message counts, 
lengths, and numeric bounds. It does not prove subgroup 
membership for every received element because the experiment 
assumes well-formed semi-honest messages. 

def blind(song_ids, secret, group): 

    tokens = canonicalize_set(song_ids) 

    output = [] 

    for song_id in tokens: 

        point = hash_to_group(song_id, group) 

        value = pow(point, secret, group.p) 

        output.append(value) 

    return output 

 

 RFC 3526 Group 14 has a 2048-bit safe-prime modulus; 
Group 15 has 3072 bits [5]. The benchmark uses 256-bit private 
exponents. This keeps the exponent space above the intended 
128-bit generic work factor without changing the encoded group 
size. A Group 14 element occupies 256 bytes, and a Group 15 
element occupies 384 bytes. 

B. Software Components 

The implementation is split by responsibility rather than kept 
in one experiment script: 

• groups.py: stores and validates the RFC 3526 parameters 

for Groups 14 and 15 

• core.py: canonicalizes identifiers, maps hashes into the 

subgroup, and serializes fixed-width elements 

• protocol.py: runs the four-message PSI exchange and 

records stage timings and traffic 

• dataset.py: generates deterministic popularity-skewed 

playlists with an exact intersection 

• experiment.py: runs the benchmark and dictionary attack 

and writes the CSV result files 

C. Synthetic Dataset 

The dataset contains the identifiers track_000000 through 
track_049999 and no personal listening records. Sampling 
follows a bounded power-law distribution with exponent 0.8, so 
lower-ranked identifiers occur more often. The generator first 
selects the required shared subset, then draws disjoint Alice-only 
and Bob-only subsets. Master seed 20260619 and fixed scenario 
offsets reproduce the same playlists. 

D. Experimental Matrix and Metrics 

The matrix uses equal playlist sizes of 50, 100, 500, and 
1,000 songs, with target overlaps of 5%, 10%, 25%, and 50%. 
Each scenario runs five times after a warm-up. The methods are 
plain matching, SHA-256, DH-PSI Group 14, and DH-PSI 
Group 15. A run is correct only when its tuple equals the 
generator's known intersection. Runtime is measured with a 
monotonic high-resolution clock and reported as the median and 
interquartile range (IQR). Byte counts come from the serialized 
messages, including the final result. 

TABLE III.  EXPERIMENTAL FACTORS 

Factor Values 

Set size 50, 100, 500, 1,000 

Overlap 5%, 10%, 25%, 50% 

Methods Plain, SHA-256, DH G14/G15 

Repetitions 5 after warm-up 

Dictionary 100 to 50,000 IDs 

 

E. Dictionary Experiment 

The dictionary test uses Alice's 1,000-song playlist and 
popularity-ranked prefixes of 100, 1,000, 10,000, and 50,000 
identifiers. Each candidate is encoded exactly as the target 
method and compared with the observed tokens. This works for 
plain identifiers and deterministic hashes. The same test cannot 
construct a comparable DH value without a secret exponent. A 
zero recovery rate describes this attack only; it is not a general 
security proof. 

V. RESULTS 

A. Correctness 

All 320 benchmark rows returned the expected intersection 
(100% correctness). This includes rounded zero-overlap cases in 
the smallest 5% scenario, both MODP groups, and every 
repetition. Unit tests also cover empty, disjoint, partial, 
complete, duplicate, and mixed-case inputs. 

TABLE IV.  REPRESENTATIVE RESULTS AT 25% OVERLAP 

Size Method Time (s) Wire (KiB) 

50 DH G14 0.712 37.7 

1,000 Plain 0.000794 18.3 

1,000 SHA-256 0.002443 34.9 

1,000 DH G14 13.940 753.7 
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1,000 DH G15 29.084 1128.7 

 

B. Runtime Scaling 

Runtime grows almost linearly with set size in Fig. 2. At 
1,000 songs, Group 14 took a median 13.940 s (IQR 0.107 s); 
Group 15 took 29.084 s (IQR 0.163 s). The 3072-bit group was 
2.09 times slower. Plain and SHA-256 matching finished in 
milliseconds. Modular exponentiation accounts for the 
difference. 

 

Fig. 2. Median runtime at 25% overlap; the vertical axis is logarithmic. 

C. Communication Cost 

At 1,000 songs, Group 14 sent 753.7 KiB and Group 15 sent 
1128.7 KiB. The SHA-256 baseline sent 34.9 KiB. The DH 
totals include three protected vectors and the clear intersection. 
Group 15 traffic is about 1.5 times Group 14 traffic because its 
elements occupy 384 rather than 256 bytes. The final result is 
small compared with the protected vectors. 

 

Fig. 3. Serialized wire data at 25% overlap. 

D. Offline Dictionary Recovery 

The 100 most popular candidates recovered 7.7% of Alice's 
playlist. Recovery rose to 27.2% with 1,000 candidates and 
60.5% with 10,000. The full universe recovered 100.0% of the 
plain and SHA-256 tokens. Direct equality matching recovered 
0.0% from the DH messages because the observer could not 
construct H(candidate)^(ab). 

 

Fig. 4. Recovery by a popularity-ranked offline dictionary. 

E. Stage-Level Cost 

For Group 14 at 1,000 songs, Alice's initial mapping and 
blinding took 4.442 s; Bob's took 4.448 s. Bob's reblinding took 
2.531 s, and Alice's reblinding plus comparison took 2.504 s. 
The initial stages perform both hash-to-group and secret 
exponentiation. Reblinding starts from an existing group 
element, while the final comparison is a hash-table lookup. 

TABLE V.  GROUP 14 STAGE MEDIANS AT 1,000 SONGS 

Stage Median (s) Share 

Alice map + blind 4.442 31.9% 

Bob map + blind 4.448 31.9% 

Bob reblind 2.531 18.2% 

Alice reblind + match 2.504 18.0% 

 

VI. DISCUSSION 

A. Cost of Commutative Blinding 

The benchmark separates the cost of mapping from the cost 
of reblinding. For a 1,000-song Group 14 run, Alice and Bob 
each spend about one third of the total time on hash-to-group 
and first blinding. Reblinding is cheaper because the input is 
already a group element. The final set lookup is small compared 
with modular exponentiation. This explains why plain and SHA-
256 matching stay below a few milliseconds while DH-PSI takes 
seconds. 

Group 15 is slower for the same operation because its 
modulus is 3072 bits instead of 2048 bits. Its element encoding 
is also 50% larger. The measured runtime ratio is not a universal 
property of the groups; it includes Python's big-integer 
implementation and the test machine. The byte ratio, however, 
follows directly from the fixed element widths. 

B. Effect of Set Size and Overlap 

Set size determines nearly all DH work. Each additional 
identifier requires one hash-to-group operation, one initial 
blinding, and one reblinding. The overlap ratio changes the 
number of clear identifiers in the final message but not the 
protected vector lengths. As a result, runtime and traffic curves 
are controlled by n and m, not by the number of matches. This 
behavior is useful when estimating a deployment: an application 
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can budget for the maximum submitted set size without knowing 
the intersection in advance. 

C. Meaning of the Dictionary Result 

The recovery curve reflects the synthetic popularity 
distribution. The first 100 identifiers already recover 7.7% of 
Alice's list; 10,000 candidates recover 60.5%. Deterministic 
SHA-256 has the same curve as clear identifiers because the 
attacker can reproduce every token. The DH curve remains at 
zero for direct comparison because a public candidate hash is not 
in the same representation as any blinded message. 

That zero does not mean that the listening history is 
anonymous. Message lengths disclose both set sizes, the result 
discloses common songs, and a participant can submit chosen 
guesses. The experiment isolates one common error: replacing a 
low-entropy identifier with an unsalted deterministic hash and 
calling the result private. 

D. Edge Cases and Failure Behavior 

The tests cover empty sets, disjoint sets, complete overlap, 
duplicate identifiers, mixed case, truncated encodings, 
unsupported groups, and out-of-range secrets. Canonicalization 
removes duplicates before any cryptographic operation, so a 
repeated song neither changes the intersection nor inflates the 
message. Malformed lengths and invalid numeric bounds are 
rejected before exponentiation. Subgroup proofs and active-
message consistency checks remain outside the semi-honest 
model. 

VII. SECURITY AND PRIVACY ANALYSIS 

A. Passive Transcript Privacy 

The protected transcript contains the fixed-width values 
H(x)^a, H(y)^b, and H(x)^(ab). A passive observer can count 
them but cannot run the deterministic dictionary test without an 
exponent or a solution to the group relation. SHA-256 alone 
provides a public comparison value; the blinded transcript does 
not. This claim assumes unbiased secrets and standard group 
parameters. The Python code does not provide constant-time 
arithmetic, authenticated transport, or hardened validation. 

B. Participant Leakage and Active Behavior 

Alice learns which of her songs matched; Bob receives the 
clear intersection. Either participant can insert a guessed song 
and test whether it appears in the other set. Repeating this query 
expands the probe. A service would need authenticated playlist 
snapshots, query limits, and a malicious-secure PSI construction 
to address that behavior. The prototype makes no claim against 
an active participant. 

C. Comparison of Methods 

TABLE VI.  PRIVACY-PERFORMANCE TRADE-OFF 

Method Passive catalog attack Non-matches Cost 

Plain Immediate Disclosed Lowest 

SHA-256 Full dictionary Recoverable Low 

DH-PSI No direct equality test Blinded High 

 

Plain matching is reasonable when both users already trust 
the same service with their lists. SHA-256 is useful as an 
identifier but does not hide entries from a public catalog. DH-
PSI is useful only when avoiding that disclosure is worth several 
seconds of computation and roughly one megabyte of traffic for 
1,000-item sets. 

D. Transcript Separation 

Public metadata includes the group number, vector counts, 
fixed element lengths, and message order. The protected values 
have at least one unknown exponent. Fresh secrets and shuffling 
change those values between runs; deterministic secrets are 
available only through the benchmark API. An observer who 
hashes a candidate obtains H(x), not H(x)^a, H(x)^b, or 
H(x)^(ab). This is DDH-style security intuition, not a reduction 
for the full protocol. Output release, chosen inputs, malformed 
elements, and side channels require separate analysis. 

E. Result Minimization 

Alice alone maps the matched tokens back to clear 
identifiers, then sends Bob the sorted intersection. The result 
contains no scores, artist metadata, play counts, or near matches. 
Adding those fields would disclose more than the PSI result. 

VIII. LIMITATIONS AND DEPLOYMENT NOTES 

The timing results describe Python big integers on one 
machine. They do not represent an optimized native library or a 
mobile client. The experiment simulates the network, so the byte 
counts are exact for this encoding but exclude packet framing, 
latency, and transport security. The synthetic catalog follows 
one power-law distribution and does not model regional aliases, 
correlated artists, or playlist churn. The dictionary test measures 
one passive equality attack and cannot establish a formal proof. 

A. Deployment Boundary 

A deployed service needs account authentication, fresh 
session identifiers, replay protection, transcript binding, key 
erasure, and constant-time operations. The protocol also needs a 
clear coordinator. In this implementation Alice performs the 
final comparison and sends the clear result to Bob. A server 
coordinator would see both vector sizes and the result unless the 
message flow changes. A symmetric design could let both 
clients derive the result, but it would require another double-
blinded return vector. 

Query policy matters as much as the cryptographic primitive. 
A participant can place a guessed song in a submitted set and 
learn whether it matches. Binding each request to a user-
approved playlist snapshot prevents arbitrary values from being 
added after approval. Rate limits reduce repeated probing. 
Neither control is part of the mathematical PSI construction, but 
both are needed before the title's privacy claim can apply to a 
service rather than a single semi-honest run. 
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B. Alternative PSI Constructions 

The finite-field construction was chosen for transparent 
algebra, not minimum cost. OT-extension PSI amortizes its 
public-key work over many items and can be more suitable for 
large sets [4], [7]. An OPRF-based protocol lets one party 
evaluate a pseudorandom function on hidden inputs; RFC 9497 
defines prime-order group suites that can support that design [8]. 
These alternatives have different rounds, proofs, and leakage. 
They should be compared through audited implementations at 
the same security level rather than inferred from the Python 
timings reported here. 

C. Identifier Semantics 

The protocol compares identifiers, not musical meaning. A 
studio recording, remaster, live version, clean edit, and regional 
release may use different catalog IDs. Title-artist strings create 
a different problem because spelling, featured artists, and 
punctuation require normalization and are easy to enumerate. A 
production system should select one documented recording 
identifier and show users which playlist or date range will 
participate. It should not attach play counts, timestamps, or 
unmatched artist summaries to the PSI result. 

D. Malicious Group Elements 

The receiver currently checks that an encoded integer lies 
between 1 and p, but it does not verify subgroup membership for 
every element. That omission is acceptable only under the semi-
honest model. An active sender could submit an element from a 
small subgroup or an invalid value and use the response to learn 
information about the receiver's exponent. A production 
implementation should use a prime-order group with validated 
encodings, reject the identity element, and prove that protocol 
messages were formed correctly. These checks must occur 
before secret exponentiation. 

Message consistency also matters. Bob should not be 
allowed to return fewer double-blinded values than he received, 
reorder Alice's response vector, or mix values from another 
session. Alice's local token map depends on a one-to-one 
positional relationship with M3. A transcript hash covering the 
session identifier, parameter suite, ordered message bytes, and 
participant roles would make substitutions detectable when 
combined with authenticated transport. 

E. Secret Lifetime and Replay 

Fresh exponents make protected vectors unlinkable across 
honest sessions. Reusing a or b would allow an observer to 
recognize repeated identifiers whenever the same participant 
sends another playlist under that exponent. The default API 
samples from the operating system, but the benchmark API 
accepts deterministic exponents for measurement. Those 
interfaces must remain separate in deployed code. Secrets and 
temporary maps should be erased after the result is accepted, and 
a session identifier should prevent an old M1 or M2 vector from 
being replayed in a new comparison. 

The final intersection also needs replay protection. A signed 
or authenticated result should bind the two accounts, the 
approved playlist snapshots, and the transcript hash. Otherwise, 
an old but valid result could be shown as the outcome of a later 

comparison. PSI protects the inputs used in one computation; it 
does not establish freshness by itself. 

F. Side Channels 

Python's modular exponentiation is not specified as constant 
time. Runtime, cache use, memory allocation, and error behavior 
may depend on operand values. The experiment runs both 
parties in one process and records aggregate stage times, so it 
neither measures nor prevents those channels. Native 
cryptographic libraries can provide validated group decoding, 
constant-time scalar multiplication, and explicit zeroization. 
Their APIs also reduce the chance that application code will 
accidentally serialize a secret or log a protected vector. 

G. Asymmetric Sets and Batching 

The experiment uses equal set sizes to keep the curves easy 
to compare. Real inputs may be asymmetric, such as a 50-song 
public playlist matched against a 5,000-song private history. For 
Alice size n and Bob size m, this role assignment sends 2n + m 
protected elements. Assigning the smaller set to Alice reduces 
the returned M3 vector, but it also determines which party maps 
the final tokens to clear identifiers. Streaming can reduce peak 
memory, although Alice must retain enough state to associate 
each returned token with its source song. A follow-up 
benchmark should vary n and m independently and measure 
both memory and traffic. 

Repeated runs use fixed datasets and benchmark exponents, 
yet operating-system scheduling still affects wall time. Medians 
and IQRs reduce the effect of isolated delays. Correctness is 
checked against a known intersection for every run. The zero 
DH dictionary result applies only to direct offline comparison, 
and should not be read as protection against every attack. 

IX. CONCLUSION 

The DH-PSI prototype returned the exact intersection in all 
320 benchmark observations without placing raw identifiers in 
the protected messages. A complete catalog dictionary 
recovered every deterministic SHA-256 token, while direct 
comparison recovered none from the exponent-blinded vectors. 
At 1,000 songs, Group 14 took 13.940 s and sent 753.7 KiB. 
Group 15 took 29.084 s and sent 1128.7 KiB. The construction 
reduces passive catalog matching, but it costs far more than 
hashing and does not protect against an active participant. This 
shows that DH-PSI provides a stronger privacy guarantee than 
deterministic hashing against passive catalog-based recovery, at 
the cost of substantially higher computation and communication. 
The prototype is therefore suitable as an educational 
demonstration of private playlist intersection under an honest-
but-curious model, but not as a production protocol. Deployment 
would require a malicious-secure PSI construction, 
authenticated sessions, input restrictions, and rate limiting to 
prevent membership probing. 

SOURCE CODE REPOSITORY AT GITHUB 

https://github.com/aldoyfa/dh-psi-playlist 

 

https://github.com/aldoyfa/dh-psi-playlist
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